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Document Status and Claim Discipline

CORE JUDGMENT  PTCP is  best understood as a predictive, workload-aware control  overlay.  It  does not 
replace  Ethernet,  RoCEv2,  InfiniBand,  NCCL,  CUDA  kernels,  or  Linux  fast  paths.  It  coordinates  those 
mechanisms against a system objective: accepted AI work completed within latency, cost, reliability, and 
security constraints.

This  paper is  a  non-proprietary  technical  analysis.  Statements  about  NVIDIA products,  Linux,  DPDK, 

RoCEv2, Ultra Ethernet, and published MoE systems are grounded in cited primary documentation or 

peer-reviewed  research.  PTCP  architecture  statements  are  based  on  Tensor  Networks'  public 

descriptions and are identified as design claims. No independent benchmark supplied with this paper 

proves  a  production performance delta.  Superiority  claims are  therefore  conditional  and falsifiable:  

PTCP is better where predictive cross-layer control measurably improves job-level goodput, tail latency, 

resilience, or cost on a disclosed workload and topology.

Claim class Treatment in this paper Required evidence

Industry fact Transport,  library,  and  fast-path  behavior 
documented  by  vendors,  standards  bodies, 
kernel maintainers, or peer-reviewed research.

Current primary source and version/date.

Tensor design claim PTCP  observes,  predicts,  constrains,  and 
actuates across compute, network, storage, and 
security surfaces.

Architecture  review,  interface  demonstration,  and 
reproducible test harness.

Comparative 
judgment

PTCP  has  broader  system  scope  and  stronger 
brownfield  portability  than  a  component-only 
optimizer.

Matched  baseline,  predefined  metrics,  confidence 
intervals, and non-regression gates.

Excluded claim Commodity Ethernet becomes physically lower-
latency  than  InfiniBand,  or  PTCP  automatically 
improves every workload.

Not asserted.

Third-party  product  names  are  used  only  for  technical  identification.  No  vendor,  standards  body,  

research institution, or government agency has endorsed PTCP or this paper.
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Executive Abstract
Agentic AI and mixture-of-experts systems are coordination machines. Their useful 
performance increasingly depends on what happens between accelerators, memory tiers, 
network queues, storage paths, tools, and security boundaries - not only on kernel speed.

Agentic applications create bursty fan-out and fan-in, variable-length dependency graphs, retrieval and 

tool traffic, KV-cache movement, cancellation, retries, and failure amplification. MoE models introduce 

token  dispatch  and  combine  phases  dominated  by  all-to-all  communication,  dynamic  expert  skew,  

synchronization barriers, and sensitivity to microbursts. In both cases, a locally optimal component can 

leave the overall system underutilized: a fast kernel waits on an expert straggler; an 800 Gb/s port sits  

behind a congested path; a decode worker waits for KV state; or a tool chain misses its service-level  

objective because network, storage, and identity policies were optimized separately.

PTCP - the Predictive Tensor Control Plane by Tensor Networks, Inc. - addresses this coordination gap. In  

its public architecture, PTCP normalizes multi-domain telemetry, estimates near-future demand and risk, 

evaluates  bounded  candidate  policies,  and  programs  deterministic  fast-path  actions  at  hosts, 

DPUs/SmartNICs, network operating systems, and schedulers. It can influence expert placement, replica  

selection, path and queue intent, flow pacing, KV and RAG locality, storage quality of service, and agent 

containment without disclosing or depending on application payloads. [1]

THESIS   PTCP  can  outperform a  network-only  or  node-only  optimizer  on  common Ethernet  when  the 
limiting factor is coupled contention across resources. Its advantage is anticipatory coordination, not a 
new physical link layer.

Finding Technical meaning

1. Agentic operations PTCP can shorten critical-path delay by coordinating tool locality, cache state, network paths, 
storage service, and execution priority before fan-out peaks.

2. MoE operations PTCP can reduce expert skew and all-to-all tail delay through demand-informed placement, 
replication, collective grouping, path diversity, pacing, and queue intent.

3. Commodity Ethernet PTCP can be deployed as an overlay using standard IP/ECMP, ECN/PFC where present, SONiC 
APIs, host eBPF/XDP, AF_XDP/DPDK, and optional DPUs.

4. NVIDIA ecosystem PTCP is  complementary  to  NCCL,  Dynamo,  Spectrum-X,  BlueField/DOCA,  and InfiniBand;  it 
adds vendor-neutral cross-layer policy above or alongside them.

5. Better, precisely The decision criterion is job completion time, accepted tokens/tasks per dollar, p99 latency,  
recovery, and security outcomes - not line rate in isolation.

6. Evidence requirement A  shadow-to-canary  proof  of  value  must  establish  causality  and  non-regression  before 
production-scale claims are made.
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SYSTEM OBJECTIVE  Judge PTCP by accepted tasks or tokens meeting the SLO per unit time, infrastructure  
cost, and risk - not by packet throughput alone.

1. The Performance Problem
The dominant optimization unit is shifting from the accelerator node to the distributed 
execution graph.

Accelerator  kernels  remain  essential,  but  they  are  no  longer  sufficient  to  explain  application 

performance.  A  production  AI  service  may  combine  model  execution,  inter-GPU  collectives,  

prefill/decode separation, KV-cache transfers, object and vector storage, retrieval, external tools, policy 

checks, and human or machine approvals. The end-to-end critical path crosses multiple control domains.  

If each domain reacts independently, the system accumulates queueing delay, synchronization bubbles,  

retries, and inconsistent priorities.

The practical objective is useful work completed under an SLO. For an agent, useful work is a correct, 

policy-compliant  task completion.  For  MoE training or  inference,  useful  work is  an accepted token, 

batch, or checkpoint. Packet rate and GPU utilization matter only insofar as they increase that end-to-

end output without unacceptable cost or risk.

CRITICAL-PATH MODEL

T_job = T_compute + T_collective + T_queue + T_state + T_tool + T_policy + 
T_retry

Component tuning changes one term; cross-layer control can change several terms and their covariance.

1.1 Why reactive optimization reaches a ceiling
• Congestion feedback arrives after a queue has formed. ECN can signal incipient congestion, and 

PFC can pause a priority, but neither signal knows which flow is on an agent's critical path or 
which expert will become hot. [8][19]

• Local  load  balancing sees  a  partial  state.  ECMP  hashes  flows;  a  scheduler  sees  requested 
compute; a storage system sees I/O. None necessarily sees the coupled future demand.

• Kernel  bypass removes  overhead  but  does  not  choose  the  global  objective.  XDP,  AF_XDP, 
io_uring  zero-copy  receive,  and  DPDK  provide  efficient  execution  surfaces;  they  do  not  by 
themselves coordinate expert placement, KV locality, or cluster-wide SLOs. [9]-[11]
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• Vendor integration is powerful but bounded by its stack. NVIDIA Spectrum-X tightly integrates 
switches,  SuperNICs/DPUs,  telemetry,  and  congestion  control,  while  InfiniBand  provides 
purpose-built  HPC/AI  transport.  PTCP's  opportunity  is  vendor-neutral  coordination  across 
heterogeneous and brownfield infrastructure. [4]-[7]

Design implication: a useful control plane must forecast demand early enough to act, express policies 

across  multiple  resource  domains,  and  preserve  deterministic  low-latency  enforcement  after  the 

decision is made.

2. Workload Physics: Agentic AI and MoE

2.1 Agentic AI is a dynamic dependency graph
An agentic request is not a single model invocation. It is a directed graph of reasoning steps, sub-agents,  

retrievals, tool calls, memory reads and writes, and validation gates. Graph width, depth, and external  

latency  vary  by  request.  Fan-out  can  create  incast  at  model  endpoints,  vector  databases,  identity 

services, or egress gateways; fan-in makes the slowest branch determine completion time.

Agentic behavior Infrastructure effect PTCP-relevant signal

Planner fan-out Simultaneous  model/tool/RAG  requests  and 
queue microbursts

branch criticality, fan-out budget, predicted service 
demand

Retrieval and memory Variable  storage  latency,  cache  churn,  cross-
zone data movement

data locality, freshness, tier pressure, network path

Tool execution Uncertain  duration,  rate  limits,  remote 
dependencies, retries

tool  health,  identity  boundary,  deadline,  alternate 
service

Multi-agent 
collaboration

N-to-N  messaging,  duplicate  work,  cascading 
failure

authorized  topology,  dependency  graph, 
cancellation state

Long-horizon execution State drift, partial failure, orphaned work, cost 
growth

checkpoint  state,  confidence,  resource  budget, 
rollback point

2.2 MoE converts sparsity into communication
MoE layers route each token to a subset of experts. Sparse activation can increase parameter capacity 

without activating the full  model,  but the routing decision causes tokens to be redistributed across  

devices and later combined. Switch Transformers identifies communication cost and training instability  

as  central  MoE  challenges.  MegaBlocks  and  Tutel  show  that  dynamic  expert  routing  creates  load 

imbalance and that systems-level scheduling, parallelism, and communication design materially affect 

performance. [14]-[16]

MOE LAYER LATENCY

T_MoE = T_route + T_dispatch(A2A) + max_i(T_expert,i + T_queue,i) + 
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T_combine(A2A) + T_sync
PTCP does not replace expert kernels; it targets dispatch/combine, queueing, placement, and straggler terms.

NCCL defines the all-to-all  primitive that exchanges distinct data between every rank,  alongside all-

reduce and related collectives. These primitives are topology-aware and highly optimized, but the library 

cannot  independently  decide which model  expert  should  be replicated,  how storage and KV traffic 

should be prioritized, or whether an agent branch should be cancelled. [2][3]

Figure 1. PTCP targets the causes of MoE tail latency before the collective barrier.
Conceptual architecture; no proprietary algorithm or measured performance result is shown.

2.3 Shared pathology
Agentic and MoE workloads appear different at the application layer but share a control pathology: 

dynamic routing decisions produce non-stationary, many-to-many traffic; completion depends on the 

slowest branch or rank; and resource pressure is correlated across compute, network, and state. The  

best intervention may therefore be a coordinated change - move or replicate work, choose a different 

path or  queue,  pre-stage state,  pace a  burst,  or  isolate  a  failing  component  -  rather  than a  single 

transport reaction.
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3. What the Incumbent Stack Optimizes
The incumbent technologies are strong within their intended layer. PTCP's argument is that a 
missing coordination layer remains above and across them.

3.1 NVIDIA NCCL and Dynamo
NCCL is a topology-aware library for collective communication across GPUs. It implements efficient all-

reduce, all-gather, reduce-scatter, broadcast, and all-to-all operations and is foundational to distributed 

training and MoE execution. Its unit of optimization is the collective and its communication topology. [2]

[3]

NVIDIA  Dynamo  extends  optimization  into  distributed  inference.  Its  documentation  describes 

disaggregated prefill  and decode pools, KV-aware routing, a planner, and NIXL-based KV movement. 

NVIDIA explicitly notes that KV transfer can dominate time-to-first-token and throughput if the RDMA 

path is missing or falls back to TCP. PTCP can complement Dynamo by incorporating fabric, storage,  

security, and non-NVIDIA resource state into a broader control objective. [18]

3.2 Spectrum-X and BlueField/DOCA
Spectrum-X  is  NVIDIA's  integrated  Ethernet  platform  combining  Spectrum  switches,  BlueField  or 

ConnectX  devices,  telemetry,  and  RoCE-oriented  congestion  control.  NVIDIA  markets  substantial 

performance  advantages  over  traditional  Ethernet  and  current  documentation supports  multi-plane 

scale, SONiC-based deployments, and lossless RoCE designs. These are vendor claims and depend on 

validated configurations. [4][5]

DOCA  Flow  provides  hardware-accelerated  match/action  pipes  on  BlueField,  including  forwarding, 

dropping,  metering,  counting,  and software exception handling.  This  is  an  excellent  PTCP actuation 

target: the DPU executes a bounded rule quickly while the slower PTCP controller reasons over multi-

domain telemetry. [6]

3.3 InfiniBand
InfiniBand remains a purpose-built high-performance fabric. NVIDIA Quantum-X800 advertises 800 Gb/s  

connectivity,  adaptive routing, performance isolation, telemetry-based congestion management,  and 

SHARP in-network collective acceleration. For a greenfield, homogeneous AI/HPC cluster whose primary 

objective is minimum collective latency, InfiniBand can be the stronger raw fabric. [7]

3.4 RoCEv2 on Ethernet
RoCEv2 carries RDMA over routable UDP/IP.  Deployed designs commonly use ECN and priority-flow 

control to manage congestion and loss, although current platforms increasingly support both lossless  
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and  lossy  approaches.  RoCEv2  provides  low-overhead  data  movement  but  requires  careful  buffer, 

queue,  topology,  and  failure-domain  engineering.  A  pause  storm,  head-of-line  blocking,  incast,  or 

misconfiguration can make the nominally fast path operationally fragile. [8]

3.5 Kernel and user-space fast paths
AF_XDP provides high-performance packet I/O with optional zero-copy operation; io_uring zero-copy 

receive removes a kernel-to-user copy while retaining the kernel TCP stack; and DPDK poll-mode drivers 

bypass  the  traditional  kernel  network  stack  and  poll  NIC  descriptors  for  low  latency  and  high 

throughput.  These are mechanisms,  not  global  policies.  PTCP can use them to enforce a previously 

validated action at line rate or near line rate. [9]-[11]

3.6 Ultra Ethernet
The Ultra Ethernet Consortium is standardizing an open, interoperable Ethernet communication stack 

for AI  and HPC. Its public materials describe modern RDMA, multipathing, congestion management, 

switch  collectives,  and  operation  over  lossy  or  lossless  networks,  including  compatibility  paths  for 

existing  switches.  Ultra  Ethernet  is  therefore  more  complement  than  competitor:  it  improves  the 

transport substrate; PTCP supplies predictive, workload-aware policy above it. [12][13]

Technology Primary optimization 
unit What it does exceptionally well What remains outside scope

NCCL GPU collective Topology-aware collective algorithms and 
GPU communication

Agent DAG, storage/KV policy, security 
containment

Dynamo Distributed  inference 
request

KV-aware  routing,  prefill/decode 
disaggregation, planning

Heterogeneous  whole-facility  control 
and non-NVIDIA policy

Spectrum-X Integrated  Ethernet  AI 
fabric

Telemetry,  congestion  control,  NVIDIA 
full-stack performance

Vendor-neutral  cross-layer 
orchestration

InfiniBand Purpose-built HPC/AI fabric Raw latency,  RDMA  semantics,  adaptive 
routing, in-network collectives

Brownfield  Ethernet  economics  and 
application/security policy

RoCEv2 RDMA transport over IP Low-copy, low-overhead data movement 
on Ethernet

Workload prediction and multi-resource 
coordination

XDP/DPDK/
io_uring

Node data path Packet  execution  efficiency  and 
programmable enforcement

Cluster-wide decision context

Ultra Ethernet Open  AI/HPC  Ethernet 
transport

Interoperability,  multipathing,  modern 
RDMA and congestion control

Application-specific cross-domain policy

Table 1. Functional scope comparison. 'Outside scope' does not imply a defect; it identifies where PTCP may add value.
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4. PTCP Functional Architecture
PTCP separates predictive reasoning from deterministic enforcement so that cross-layer 
intelligence does not become an unbounded fast-path dependency.

Figure 2. Public functional model of the PTCP dual-loop architecture.
Tensor public architecture interpreted for Agentic and MoE operations; proprietary algorithms and thresholds omitted. [1]

4.1 Observation plane
The observation plane time-aligns signals that ordinarily live in separate systems: GPU utilization and 

memory  pressure;  NCCL  collective timing;  scheduler  placement;  NIC,  switch,  ECN,  drop,  and queue 

telemetry; KV-cache and storage locality; agent identity and dependency state; tool and service health;  

and business or mission SLOs. Payload content is not required for the core control function.

4.2 Predictive slow path
The slow path estimates near-future resource demand, contention, path risk, and dependency criticality 

over  a  bounded  horizon.  It  proposes  candidate  policies  such  as  pre-positioning  an  expert  replica, 

changing collective groups, assigning a queue budget, diverting a flow, moving KV state, or reducing 

agent fan-out. This paper intentionally does not specify the proprietary mathematical estimator, training  

procedure, feature representation, or thresholds.
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4.3 Policy gate and safety case
Candidate actions are constrained by SLO, topology, security, capacity, and change-management rules. A 

production  implementation  should  support  dry  run,  replay,  confidence  thresholds,  signed  policy 

artifacts, time-to-live, canary scope, explicit rollback, and human approval for high-impact changes. A 

control decision without a bounded envelope is not suitable for shared AI infrastructure.

4.4 Deterministic fast path
Validated actions are materialized through standard mechanisms: Kubernetes or Slurm placement; NCCL 

or runtime configuration; XDP/TC maps; AF_XDP or DPDK workers; DOCA Flow entries on BlueField; NIC 

steering; DSCP and queue policy; ECMP or policy-based routing; SONiC and switch APIs; storage QoS; 

cache placement; or service-mesh and identity controls. The fast path should continue operating safely  

if the predictor is unavailable.

4.5 Closed-loop evidence
Every action is measured against expected outcome. Divergence, SLO regression, unexpected topology 

change,  or  inadequate  confidence  triggers  expiration  or  rollback.  This  makes  PTCP  a  controlled  

experiment engine as well as an optimizer: proposed advantage can be tested on a per-policy basis.

Plane Latency scale Representative function Failure behavior

Observation microseconds  to 
seconds

normalize telemetry and workload intent degrade  confidence;  preserve 
baseline

Predictive  slow 
path

milliseconds  to 
minutes

forecast and propose bounded candidate policy no  new  policy;  current  signed 
policy remains

Policy gate milliseconds  to 
human time

validate SLO/security constraints and rollback reject candidate

Fast path packet/event time mark, pace, steer, schedule, isolate deterministic  default  or 
fail-open/fail-closed by profile

Evidence loop seconds to days compare causal outcome to baseline rollback and quarantine policy
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5. Benefits for Agentic Operations

5.1 Critical-path-aware resource control
An agent graph contains branches with unequal probability of affecting the final answer. Treating every 

packet or task identically wastes scarce queue and accelerator capacity. PTCP can translate workflow 

intent into infrastructure priority: reserve capacity for a deadline-critical branch, deprioritize speculative  

work, and cancel descendants after an upstream failure. The expected benefit is lower p95/p99 task  

completion time with less duplicate work.

5.2 Tool and data locality
Agent performance often depends on remote services rather than model compute. A topology-aware 

controller can co-locate planners with hot tools,  route retrieval  to a fresh nearby replica,  pre-stage  

memory,  or  select  an  alternate  service  before  a  dependency  saturates.  NVIDIA  Dynamo  already 

demonstrates the value of KV-aware routing within distributed inference; PTCP generalizes the concept 

across tools, storage, identity, and mixed-vendor infrastructure. [18]

5.3 Burst shaping without semantic blindness
Common congestion controls see packets, flows, and queues. PTCP can add non-payload metadata such  

as service class, deadline, branch role, and authorized dependency. It can pace or stagger low-criticality  

fan-out before an incast event while preserving urgent branches. This is stronger than indiscriminate 

rate limiting because the policy is tied to workload intent.

5.4 Bounded agent topology and containment
Agentic systems expand the attack  surface  through tool  permissions,  service  identities,  egress,  and 

autonomous retries. PTCP can represent the expected communication topology and enforce fast-path 

containment  when an agent  creates  an unauthorized  edge,  unexpected fan-out,  anomalous service 

dependency, or resource-exhaustion pattern. The performance benefit is survivability: a malfunctioning 

or compromised agent is contained before it consumes shared fabric and storage capacity.

5.5 Resilient long-horizon execution
For multi-minute or multi-hour tasks, PTCP can coordinate checkpoints, state locality, replica health, and 

network recovery. A branch can resume from a known state rather than restarting the entire graph. The  

appropriate metric is successful completion under fault injection, not only median latency.

Agentic control Expected performance mechanism Primary metric

Critical-path priority fewer queue inversions and less speculative interference task JCT p95/p99
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Agentic control Expected performance mechanism Primary metric

Fan-out budgeting lower incast and tool saturation queue  peak,  retry  rate,  completion 
rate

Locality-aware  tool/RAG 
selection

less state movement and remote I/O tool latency, cache hit, bytes/task

Cancellation propagation stop orphaned compute and traffic wasted GPU-seconds/task

Topology containment limit blast radius and resource exhaustion time-to-contain,  unaffected-workload 
SLO

Checkpoint/state 
coordination

reduce restart scope after failure recovery time and completion under 
fault



TENSOR NETWORKS | PTCP AGENTIC + MoE TECHNICAL WHITE PAPER

www.ptcp.ai   |   Page 14 of 33   |   (c) 2026 Tensor Networks, Inc.

6. Benefits for MoE Operations

6.1 Forecast expert demand before dispatch
MoE routers make per-token choices, but infrastructure placement and queue policy typically change 

more slowly. PTCP can forecast demand at a coarser control horizon and prepare the system: replicate a 

hot expert, shift batches, reserve memory, or move future work toward the topology where the expert  

already resides. This does not alter model routing semantics unless the model runtime explicitly permits 

it.

6.2 Co-optimize placement and communication
Expert parallelism is a placement problem and a traffic problem at the same time. A placement that  

balances accelerator memory can create a poor all-to-all  pattern;  a  network-optimal placement can 

overload an expert.  PTCP can evaluate  both consequences and choose a  bounded tradeoff.  Tutel's  

adaptive  parallelism  and  hierarchical  all-to-all  research  supports  the  general  principle  that 

communication topology and execution strategy must be co-designed. [16][17]

6.3 Precondition the Ethernet fabric
Before token dispatch, PTCP can distribute large flows across safe paths, assign DSCP/queue intent, pace 

lower-priority transfers, and isolate checkpoint or storage bursts from the collective window. ECN and 

RoCE congestion control still provide transport feedback; PTCP reduces the probability and severity of 

the event they must react to.

6.4 Reduce stragglers at synchronization barriers
The slowest rank controls collective completion. A small p99 queue delay can therefore idle many GPUs.  

PTCP targets tail amplification by combining expert-load forecasts, path risk, NIC/switch telemetry, and 

scheduler  state.  The economic  benefit  can exceed the direct  network  latency  saved because every 

waiting accelerator has an opportunity cost.

6.5 Coordinate checkpoints, parameters, and KV state
MoE training and serving compete with checkpoint,  parameter,  activation,  and KV traffic.  PTCP can  

schedule these transfers outside critical  collective windows or route them over distinct queues and 

paths.  For  disaggregated  inference,  it  can  couple  decode  placement  to  KV-transfer  path  health,  

addressing the critical-path risk documented by NVIDIA Dynamo. [18]

STRAGGLER AMPLIFICATION

Idle accelerator cost approximately equals sum_j(max_i T_i - T_j) x accelerator price 
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rate
A modest tail reduction can recover many aggregate accelerator-seconds across a large collective.

MoE bottleneck Conventional response PTCP addition Success metric

Hot expert capacity factor, token drop/padding, 
runtime balancing

forecast,  pre-place/replicate  within 
policy

expert  skew; 
dropped/padded tokens

All-to-all incast ECMP,  ECN/PFC,  transport 
congestion control

pre-dispatch path/queue/pacing intent A2A  p99;  ECN/PFC;  queue 
peak

Collective straggler topology-aware NCCL algorithm cross-layer  rank,  path,  storage,  and 
workload coordination

barrier wait; GPU idle

KV/checkpoint 
interference

static QoS or separate window demand-aware scheduling and isolation TTFT;  checkpoint  time;  non-
regression

Node/link 
degradation

reroute/retry after error risk-aware placement and early drain recovery  time;  incomplete 
batches
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7. How PTCP Improves Common Ethernet
PTCP's brownfield proposition is to extract more useful AI work from standards-based Ethernet 
by adding predictive intent above the existing data plane.

Figure 3. PTCP is an overlay: Ethernet remains the transport and forwarding substrate.
The exact interfaces depend on the deployed NIC, switch, network operating system, and orchestration platform.

7.1 No proprietary fabric requirement
A  minimum  deployment  can  observe  host  and  switch  telemetry  and  recommend  changes  without  

modifying  packets.  A  controlled  deployment  can  use  Linux  XDP/TC,  AF_XDP,  DPDK,  standard  QoS 

markings, ECMP weights, policy-based routing, Kubernetes/Slurm placement, and SONiC or vendor APIs. 

Optional  DPUs  improve  isolation and  actuation speed  but  are  not  conceptually  mandatory.  Tensor 

publicly  describes  PTCP  as  hardware-agnostic  and  deployable  with  SONiC-based  leaf-spine 

infrastructure. [1]

7.2 Predict before ECN or PFC must react
ECN marks incipient congestion so the transport can reduce rate without relying solely on loss; PFC 

pauses a traffic class to protect loss-sensitive flows. These mechanisms remain valuable. PTCP adds an 

earlier  control  horizon:  it  uses demand and dependency context to avoid synchronizing many large  

transfers onto the same link, queue, or expert. [8][19]
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7.3 Make ECMP and multipathing workload-aware
Hash-based ECMP distributes flows without knowing future collective structure. PTCP can precompute 

bounded  path  intent  based  on  expected  flow  groups,  topology  risk,  queue  occupancy,  and  failure 

domains. It can pin elephants, spread collective phases, and preserve stable routing for latency-sensitive 

mice while avoiding excessive reordering.

7.4 Isolate AI traffic classes by outcome
Static QoS classifies traffic by port, address, or application. PTCP can incorporate deadline, model phase, 

agent branch, tenant, security state, and recovery priority. A checkpoint can yield to all-to-all dispatch;  

speculative agents can yield to interactive decode; a quarantined agent can be rate-limited without 

stopping the cluster.

7.5 Preserve upgrade optionality
Because PTCP sits  above the  physical  fabric,  the same control  objective  can span TCP/IP  Ethernet,  

RoCEv2,  Ultra  Ethernet,  Spectrum-X,  and  selected  InfiniBand  domains.  This  protects  control-plane 

investment while link speeds, NICs, switches, and transport libraries evolve.

PRECISE  MEANING  OF  BETTER  ETHERNET   PTCP does not  increase a  port's  encoded line  rate  or  eliminate 
propagation delay. It is better when it raises effective job goodput, reduces p99 completion time, increases 
accelerator utilization, lowers retransmission/pause side effects, or improves recovery and containment 
on the same Ethernet assets.
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8. Comparative Technical Assessment

8.1 Scope and complementarity

Criterion PTCP NVIDIA integrated stack InfiniBand

Primary role predictive  cross-layer  control 
overlay

GPU,  runtime,  NIC/DPU,  and  Ethernet 
full stack

purpose-built AI/HPC fabric

Optimization horizon forecast plus feedback telemetry  and  workload-specific 
controls; product dependent

adaptive  routing  and 
congestion response

Resource scope compute  +  network  +  storage  + 
agent/security

strong compute/network/KV integration 
in NVIDIA ecosystem

network  and  collective 
transport

Vendor neutrality design objective NVIDIA-centered multi-vendor  standard,  but 
specialized ecosystem

Brownfield Ethernet core deployment target Spectrum-X validated configurations requires InfiniBand fabric

Raw  link/collective 
latency

inherits underlying fabric strong integrated Ethernet performance often  strongest  greenfield 
option

Agent  topology 
containment

native design objective requires adjacent security/orchestration 
controls

outside transport scope

Best fit heterogeneous  facilities  and 
cross-layer SLOs

NVIDIA-standardized AI factory maximum-performance 
homogeneous  HPC/AI 
islands

Table 2. Comparative system scope. NVIDIA capabilities vary by product and release. [2]-[7][18]

8.2 Mechanisms on Ethernet

Criterion PTCP RoCEv2 XDP/DPDK/AF_XDP Ultra Ethernet

Primary role global policy and coordination RDMA  transport  over 
routable Ethernet

host fast-path execution open  AI/HPC  Ethernet 
transport

Prediction yes, design objective no  workload  forecast  in 
transport itself

no global forecast by itself programmable 
congestion/multipath; 
implementation 
dependent

Cross-layer context agent,  compute,  network, 
storage, security

transport  and  congestion 
signals

local host/NIC state transport/fabric state

Action place,  steer,  pace,  mark, 
isolate, move state

send/receive RDMA; react 
to congestion

execute  packet  and  I/O 
actions

reliable  delivery, 
multipath,  congestion 
control

Commodity Ethernet yes yes,  with  suitable 
NIC/fabric engineering

yes designed for Ethernet and 
existing-switch paths

Relationship orchestrates  and  uses  the 
mechanism

underlying  transport 
option

enforcement substrate future/preferred 
substrate option

Table 3. PTCP is logically above transport and fast-path mechanisms; it can coexist with each. [8]-[13]

8.3 Direct comparative judgments
• Versus NCCL: PTCP is broader, not a faster collective library. NCCL should remain the collective 

engine; PTCP supplies placement, timing, path, storage, and policy context around it.

• Versus  Spectrum-X:  PTCP  is  better  for  vendor-neutral  and  heterogeneous  coordination. 
Spectrum-X can be better for a tightly integrated NVIDIA Ethernet deployment. Together, PTCP 
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can  consume  Spectrum-X  telemetry  and  program  approved  controls  through  supported 
interfaces.

• Versus  InfiniBand:  PTCP  is  better  for  common-Ethernet  reuse,  mixed  vendors,  application 
intent,  and  agent  containment.  InfiniBand  can  be  better  on  raw  fabric  latency,  in-network  
collectives, and greenfield HPC determinism.

• Versus RoCEv2: PTCP is better at deciding which traffic should exist, where it should go, and 
when it should be sent. RoCEv2 is better at moving selected data with RDMA semantics.

• Versus kernel optimization: PTCP is better at global decisions. XDP, AF_XDP, io_uring, and DPDK 
are better at executing local data-path operations efficiently.

• Versus Ultra Ethernet: PTCP is an application- and facility-aware policy layer; Ultra Ethernet is 
an open transport architecture. Their functions are complementary.

COMPETITIVE CONCLUSION  PTCP is most defensibly superior to a schema that optimizes only one layer when 
system performance is limited by correlated multi-layer contention. It is not categorically superior to the 
underlying transport or kernel mechanism at that mechanism's own task.
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9. Why and When PTCP Is Better

9.1 It optimizes the system objective
A  transport  maximizes  delivery  efficiency;  a  kernel  optimization  minimizes  software  overhead;  a 

scheduler places compute; a cache router improves locality. PTCP can evaluate the combined effect on 

accepted output. This matters when improving one component creates a regression elsewhere - for 

example,  a  placement that  raises GPU utilization but crosses an oversubscribed spine,  or  a  fast  KV 

transfer that collides with an MoE collective.

9.2 It acts on leading indicators
Reactive control begins with observed queue growth, loss, pause, latency, or failure. PTCP is designed to  

use scheduled collectives,  agent  graph expansion,  expert-demand trends,  cache state,  and topology 

health as leading indicators. Prediction is valuable only when forecast lead time exceeds actuation delay 

and forecast error is bounded; otherwise the controller must fall back to safe reactive behavior.

9.3 It retains workload semantics without inspecting content
PTCP can consume explicit metadata such as phase, deadline, branch criticality, tenant, and permitted 

topology.  That  context  is  richer  than  a  five-tuple  but  does  not  require  prompt,  token,  or  payload 

inspection. This supports privacy and reduces data-plane exposure.

9.4 It treats security as a performance property
In an agentic cluster, compromise or runaway behavior creates network and compute contention. Fast  

containment preserves unaffected workloads and prevents recovery storms. PTCP therefore includes 

time-to-contain,  blast radius, and successful completion under attack as performance metrics rather  

than treating security as an unrelated control plane.

9.5 It protects brownfield economics
A software overlay can improve utilization before a facility replaces its switches, NICs, or cabling. Where  

PTCP can recover accelerator idle time or defer a fabric upgrade, the economic benefit is asymmetric  

relative to incremental deployment cost. That business case must include integration and operational 

complexity, not only license cost.

Condition Why PTCP should help When it may not

Dynamic  expert  or  agent 
skew

forecast  and  co-placement  can  reduce  hotspot 
formation

workload is uniform and already perfectly 
balanced

Oversubscribed  or  mixed 
Ethernet

cross-layer  pacing,  path,  and  priority  can  recover 
goodput

dedicated  nonblocking  fabric  has 
abundant headroom
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Condition Why PTCP should help When it may not

KV/RAG/storage  on  critical 
path

data locality can be coordinated with compute and 
network

state is entirely local or immaterial

Multiple  vendors  and 
runtimes

portable policy layer reduces siloed control single-vendor  stack  already  meets  every 
SLO

High  cost  of  p99  delay  or 
failure

tail  and resilience improvement has high economic 
value

only average throughput matters

Weak  telemetry  or  slow 
actuators

limited benefit prediction  cannot  be  trusted  or  acted 
upon in time
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10. Deployment Reference Architecture

10.1 Integration surfaces

Domain Observe Potential bounded actuation

Agent/runtime request DAG, branch state, deadlines, tool health priority, cancellation, replica/tool selection

Compute GPU  load,  memory,  kernel/collective  timing, 
failures

placement, draining, expert replica, batch/admission

Network queue, ECN/PFC, loss, flow, path and link state DSCP/queue, pacing, ECMP/PBR, steering, isolation

Storage/KV cache hit, tier pressure, I/O latency, locality pre-stage, migrate, QoS, replica/tier selection

Security identity,  expected  topology,  policy  state, 
anomalies

deny, quarantine, rate limit, preserve evidence

10.2 Deployment modes
1. Mode 0 - Observe: Read-only telemetry, clock alignment, workload correlation, and baseline 

characterization.

2. Mode 1 - Advise: Generate candidate changes and counterfactual estimates; operators approve 
or reject.

3. Mode 2 - Host canary: Apply bounded XDP/TC, scheduler, or application-routing changes to a 
small tenant or job class.

4. Mode 3 - DPU/switch canary: Use DOCA/SmartNIC/SONiC or vendor APIs for signed, expiring 
policies on selected paths and queues.

5. Mode 4 - Cross-domain control: Coordinate compute, network, storage, and containment with 
automated rollback and audit.

10.3 Safe fallback
Every deployment profile must specify baseline routing, fail-open or fail-closed security behavior, policy 

lifetime, controller-loss behavior, stale-telemetry thresholds, and a single-command rollback. The data  

plane must not depend on a continuous complex inference loop to forward traffic.

10.4 Example MoE path
1. The runtime announces an upcoming expert-parallel collective and its rank/expert mapping.

2. PTCP correlates the event with GPU, NIC, switch, storage, and failure-domain state.

3. The slow path proposes a bounded combination of expert placement, path/queue intent, and 
interference controls.

4. The policy gate verifies capacity, model semantics, tenant isolation, expiry, and rollback.
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5. NCCL  executes  the  collective;  XDP/DPU/switch  mechanisms  enforce  the  approved  network 
intent.

6. The evidence loop compares all-to-all tail, GPU idle, ECN/PFC, job time, and non-target workload 
SLOs.

10.5 Example agentic path
1. The  orchestrator  exposes  the  planned  dependency  graph,  deadline,  service  class,  and 

authorized communication topology.

2. PTCP  estimates  fan-out  pressure  and  critical  dependencies  without  reading  prompt  or  tool 
payloads.

3. It  recommends or applies tool/RAG locality,  branch priority,  fan-out pacing, and cancellation 
propagation.

4. Unexpected edges  or  resource-exhaustion behavior  are  rate-limited  or  isolated  by  bounded 
policy.

5. Task completion, p99 latency, cost, retries, and unaffected-tenant SLOs determine whether the 
policy remains valid.
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11. Falsifiable Benchmark and Validation Plan
PTCP should enter production only after a matched, reproducible comparison establishes causal 
benefit and safe failure behavior.

11.1 Baselines
• B0:  tuned  common  Ethernet  using  current  ECMP,  QoS,  TCP  or  RoCEv2,  and  production 

scheduler.

• B1: B0 plus current kernel and user-space tuning such as XDP/AF_XDP, io_uring, or DPDK where 
appropriate.

• B2: NVIDIA NCCL/Dynamo and Spectrum-X baseline when the required platform is available.

• B3: InfiniBand baseline for an equivalent supported cluster, reported separately because capital 
topology differs.

• P0: PTCP shadow mode with no actuation.

• P1: PTCP host-only canary.

• P2: PTCP coordinated host, network, storage, and runtime canary.

11.2 Workload matrix

Workload Scale variables Required perturbations

MoE training experts,  top-k,  expert  parallel  size,  token 
distribution, batch

hot expert, link impairment, checkpoint overlap

MoE inference concurrency,  context/output  length,  prefill/decode 
ratio

KV miss, decode skew, NIC/link degradation

Agent DAG depth, width, tools, RAG, multi-agent messages slow  tool,  failed  branch,  retry  storm, 
unauthorized edge

Mixed tenant interactive decode + batch training + storage priority inversion, incast, maintenance/drain

11.3 Metrics

Layer Primary metrics

Application accepted tasks/s; accepted tokens/s; task JCT p50/p95/p99; TTFT; TPOT; success under fault

MoE/compute all-to-all dispatch/combine p50/p99; expert skew; barrier wait; MFU; GPU idle; dropped/padded tokens

Network goodput; queue occupancy; ECN marks; PFC pause duration; loss/retransmission; path changes; incast  
peak

State/storage KV/RAG hit and freshness; bytes moved; I/O p99; checkpoint duration and interference

Economics accelerator-seconds per accepted output; energy/output; operator hours; upgrade deferral

Security/resilience time-to-detect; time-to-contain; blast radius; false containment; recovery time; audit completeness
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11.4 Experimental method
• Pre-register the hypothesis, primary metric, acceptance threshold, and disqualifying regression 

before enabling control.

• Use  matched  hardware,  firmware,  topology,  software  versions,  workload  seeds,  and 
thermal/power conditions.

• Randomize or  alternate  baseline  and  PTCP  windows  to  reduce  temporal  bias;  retain  raw 
telemetry and policy logs.

• Report median and tail distributions with confidence intervals, not a single best run.

• Use ablation: prediction only, path only, placement only, and coordinated policy to identify the 
causal mechanism.

• Stress controller loss, stale telemetry, bad forecasts, actuator failure, and rollback.

• Measure non-target tenants so an apparent win is not merely displaced congestion.

11.5 Illustrative acceptance gates

Gate Illustrative threshold Fail condition

Non-regression no  more  than  1%  degradation  in  primary  throughput  or 
protected-tenant SLO

statistically credible regression

MoE value at  least  10%  lower  job  time  or  20%  lower  all-to-all  p99  in 
target stress envelope

benefit disappears outside cherry-picked run

Agentic value at least 15% lower task p99 or 10% lower cost/task at equal 
success

quality, safety, or completion degrades

Resilience at  least  30%  faster  recovery  or  containment  with  bounded 
false action

rollback fails or blast radius grows

Operations policy  provenance,  expiry,  and  rollback  demonstrated 
repeatedly

manual recovery is ambiguous or slow

Illustrative gates are proposed test criteria, not reported PTCP results. Final thresholds must reflect the operator's economics and risk.
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12. Adoption Roadmap

Figure 4. One-year evidence-gated PTCP adoption sequence.
Timing is illustrative and should be adjusted to facility change-control requirements.

12.1 Days 0-30: Observe
Inventory  topology,  transports,  NCCL/runtime  versions,  switch/NIC/DPU  capabilities,  storage  paths,  

agent  interfaces,  and  SLOs.  Align  clocks,  validate  telemetry  completeness,  and  reproduce  a  

representative workload. Produce a baseline report and a no-action replay corpus.

12.2 Days 31-90: Advise
Run  PTCP  in  shadow  mode.  Compare  forecast  events  and  policy  candidates  against  what  actually  

occurred. Use digital-twin or recorded replay where possible. Reject any control objective that cannot  

be stated in measurable terms.

12.3 Days 91-180: Canary
Begin with reversible host and scheduler actions for a non-critical workload. Expand to DPU or switch  

actuation only after operator approval, signed policy, expiry, stale-state detection, and rollback have 

been demonstrated. Perform the benchmark matrix and fault tests.

12.4 Days 181-365: Scale
Extend to multiple clusters and add storage/KV and containment policies. Establish policy versioning,  

continuous regression tests, a change advisory process, and quarterly re-certification against software, 

firmware, topology, and workload changes.
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12.5 Decision owners

Owner Decision responsibility

AI platform lead workload interface, SLO, model/runtime semantics, application acceptance

Network architect telemetry, queue/path controls, transport baseline, failure domains

Compute/scheduler lead placement, admission, accelerator utilization, drain/rollback

Storage/KV lead state locality, QoS, checkpoint and retrieval integrity

Security lead identity/topology policy, containment profile, evidence retention

SRE/change authority canary scope, operational readiness, incident and rollback process

Finance/procurement cost baseline, recovered capacity, upgrade deferral, license economics
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13. Risks, Limitations, and Non-Claims

Risk Why it matters Required mitigation

Forecast error an  incorrect  leading  indicator  can  worsen 
placement or congestion

confidence gate,  conservative policy,  shadow validation, 
expiry

Telemetry skew misaligned  or  missing  signals  create  false 
causality

time synchronization, health score, stale-state fallback

Control interaction PTCP may conflict with NCCL, DCQCN, ECN/PFC, 
scheduler, or vendor automation

ownership map, hierarchy, rate limits, joint testing

Actuator latency a correct forecast is useless if action arrives too 
late

measure end-to-end control latency and limit action set

Route churn/reordering over-control can destabilize flows and collectives hysteresis, flow pinning, bounded change rate

Security false positive containment can interrupt legitimate work graduated  response,  tenant-aware  policy,  rapid 
appeal/rollback

Operational complexity another controller can increase cognitive load simple modes,  evidence dashboard,  clear  runbooks and 
ownership

Vendor/API drift firmware  and  software  changes  can  invalidate 
integration

versioned profiles and continuous certification

13.1 Explicit non-claims
• PTCP does not make a 400 Gb/s Ethernet port transmit at 800 Gb/s.

• PTCP  does  not  guarantee  lower  raw  latency  than  InfiniBand  on  an  equivalent  greenfield 
topology.

• PTCP does not replace NCCL, CUDA kernels, RoCEv2, Ultra Ethernet, XDP, DPDK, or a scheduler.

• PTCP does not eliminate the need to engineer buffers, loss, PFC, ECN, routing, cabling, optics, or 
failure domains.

• PTCP does not improve a workload whose bottleneck is entirely inside an already optimized 
kernel with no coupled contention.

• PTCP's algorithms, coefficients, thresholds, training data, and source code are not disclosed in 
this paper.

• No  quantitative  PTCP  performance  claim  is  treated  as  independently  validated  unless  a 
reproducible third-party report is produced.

RESEARCH  STANDARD   The strongest  PTCP paper  is  one  that  makes  a  narrow prediction,  publishes  the 
baseline  and  test  envelope,  reports  regressions,  and  permits  independent  reproduction.  A  broad 
superiority statement without those controls should be treated as a hypothesis.
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Conclusion
PTCP addresses a real architectural gap: the lack of a predictive, workload-aware control plane 
that coordinates AI execution across compute, communication, state, and containment.

Agentic systems and MoE models  amplify  the cost  of  tail  behavior.  Fan-out,  tool  dependencies,  KV 

movement, all-to-all dispatch, expert skew, and synchronization convert small local delays into large 

system penalties. NVIDIA NCCL, Dynamo, Spectrum-X, BlueField/DOCA, InfiniBand, RoCEv2, Linux fast  

paths,  DPDK,  and  Ultra  Ethernet  each  solve  important  parts  of  this  problem.  PTCP's  distinctive  

proposition is to join those parts into a forecast-driven, policy-bounded control loop.

On common Ethernet, that proposition is strategically attractive because it can begin with observation  

and host-level control, reuse existing switches and NICs, and add DPU or switch actuation incrementally.  

PTCP can be better than a component-only schema when correlated contention - not raw link speed -  

limits accepted output. It can be better than a proprietary full-stack approach when portability, mixed 

vendors, storage, agent topology, and brownfield economics dominate. It should not be represented as 

physically faster than InfiniBand or as a substitute for mature transports and kernels.

The recommended next step is a 90-day shadow and advisory proof of value followed by a bounded  

canary. Success is a reproducible improvement in job completion, accepted tokens or tasks per dollar,  

p99  latency,  recovery,  or  containment  without  displacing  congestion  or  weakening  safety.  That 

evidence, not rhetoric, is the basis for category adoption.
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Glossary

Term Definition

AF_XDP Linux address family for high-performance packet processing through XDP sockets.

Agentic AI AI system that plans and executes multi-step workflows using models, tools, memory, and other agents.

All-to-all (A2A) Collective in which every rank sends distinct data to every other rank; common in MoE token dispatch and 
combine.

DCQCN Data  Center  Quantized  Congestion  Notification,  a  common  congestion-control  approach  for  RoCEv2 
deployments.

DOCA NVIDIA software framework for programming BlueField DPUs and related acceleration services.

DPU Data processing unit used to offload and isolate networking, storage, and security functions.

ECMP Equal-cost multipath routing, typically hash-based distribution across equal-cost next hops.

ECN Explicit Congestion Notification, packet marking that signals congestion without relying only on loss.

Goodput Useful, accepted application work completed per unit time, excluding unusable or repeated work.

JCT Job completion time.

KV cache Key-value attention state retained for efficient autoregressive model generation.

MoE Mixture of experts, a sparse model architecture that routes tokens to selected expert networks.

NCCL NVIDIA Collective Communications Library.

PFC Priority Flow Control, Ethernet link-level pause by traffic class.

PTCP Predictive Tensor Control Plane by Tensor Networks, Inc.

RoCEv2 RDMA over Converged Ethernet version 2, routable over UDP/IP.

SONiC Open network operating system widely used on data-center switches.

Spectrum-X NVIDIA integrated Ethernet networking platform for AI infrastructure.

TTFT Time to first token.

TPOT Time per output token.

UEC/UET Ultra Ethernet Consortium and its AI/HPC transport architecture.

XDP Linux eXpress Data Path for programmable packet processing early in the receive path.
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Appendix A. Control-to-Metric Mapping

PTCP policy class Actuation examples Primary metric Guardrail

Expert placement replicate, move future batch, drain unhealthy 
node

expert  skew;  MoE  JCT;  GPU 
idle

model  semantics  and 
memory capacity

Collective conditioning group/rank  intent,  path  diversity,  queue 
budget, pacing

A2A  p99;  ECN/PFC;  barrier 
wait

ordering,  stability, 
protected tenant SLO

Agent scheduling priority, fan-out budget, cancellation task p99; completion; wasted 
work

quality  and  policy 
compliance

KV/RAG locality replica/tier/path selection, pre-stage state TTFT;  hit/freshness;  bytes 
moved

data  governance  and 
consistency

Storage isolation QoS,  checkpoint  window,  separate 
queue/path

checkpoint  time  and 
workload regression

durability  and  recovery 
point

Topology containment rate-limit,  deny  edge,  quarantine 
identity/flow

time-to-contain; blast radius false  action  and  rapid 
rollback

Failure avoidance early drain, alternate placement/path completion  under  fault; 
recovery time

capacity  reserve  and  no 
oscillation
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Appendix B. Deployment Profiles

Profile B1 - Ethernet observation
Read-only host, NIC, switch, runtime, and storage telemetry; no PTCP actuation. Suitable for baseline 

validation and interface discovery. Required evidence: clock quality, coverage, causal correlation, and 

operator-visible blind spots.

Profile B2 - Host-only MoE canary
PTCP advisory plus bounded scheduler, application, XDP/TC, or user-space pacing controls on a small  

MoE workload. No switch or DPU changes.  Required evidence: all-to-all  tail,  expert skew, GPU idle, 

rollback, and non-target tenant behavior.

Profile B3 - RoCEv2 fabric canary
PTCP  coordinates  workload  intent  with  existing  RoCEv2  queue,  path,  and  congestion  telemetry.  

Transport congestion control remains authoritative. Required evidence: PFC/ECN behavior, incast, route 

stability, loss, and failover.

Profile B4 - NVIDIA integrated deployment
PTCP  consumes  NCCL/Dynamo  and  Spectrum-X/BlueField  telemetry  and  actuates  only  through 

supported APIs. Required evidence: no conflict with NVIDIA control loops, version compatibility, policy 

precedence, and vendor support boundaries.

Profile B5 - Heterogeneous facility
PTCP spans common Ethernet, optional RoCEv2 or Ultra Ethernet, mixed accelerators, storage tiers, and 

selected  InfiniBand  islands.  Required  evidence:  normalized  telemetry  semantics,  policy  portability,  

failure-domain isolation, and consistent SLO accounting.

Profile B6 - Agentic containment
PTCP receives authorized service topology and non-payload workload metadata, then applies graduated 

rate-limit,  deny,  or  quarantine  policies.  Required  evidence:  false-positive  rate,  time-to-contain, 

unaffected-workload SLO, forensics, and rollback.
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